Paper 2. Detailed technical
documentation
Discrete Global Grid System Technologies and
their Application under Loc-I
Loc-I aims to extend the characteristics of the foundation spatial data. The intention is to
enable geospatial data (multiple geographies) which is essential to support public safety and
wellbeing, or critical for a national or government decision making that contributes
significantly to economic, social and environmental sustainability and linking it with
observational data (e.g. statistical data or environment observations). Providing the
infrastructure to support cross-domain foundation data linkages and analysis will open up
substantial opportunities for providing a richer set of information to develop, analyse and
evaluate policy, programs and service delivery by government.

In this context, there is a strong driver for the integration of Discrete Global Grid Systems
(DGGS) into the Loc-I infrastructure as a key technology enabling the abstraction of spatial
analytics in order to integrate disparate socio-spatial datasets without the requirement of
specialist GIS expertise.

Rationale for selecting Specific DGGS Implementations for LocI
There are many ‘flavours’ of DGGS implementations available for use with spatial data
infrastructures such as the Location Index. All DGGS implementations that are compliant
with the OGC DGGS Abstract Specification (Purss, et. al. 2017) will be suitable for
integration into the operational Location Index Spatial Data Infrastructure with minimal
customisation.
The benefit from international standardisation enables the Loc-I board to make initial
decisions on a particular DGGS implementation/engine for prototyping purposes while
preserving the ability to replace that DGGS engine for another one, or add additional DGGS
engines, at a later date without breaking the associated Loc-I infrastructure.
For the initial prototyping of the Loc-I Demonstrator, the rHealPIX DGGS (Gibb, 2016 developed by Landcare Research New Zealand) has been chosen as the DGGS engine
(rebadged as “AusPIX” – the Australian Government implementation of rHealPIX). The
detailed rationale for this decision is provided in Annexure C.

Guidelines for the Integration of DGGS Infrastructures with
Linked-Data under LOC-I
A key aspect of Loc-I is the use of advanced Linked-Data architectures to enable the
consistent semantic integration of datasets across government. This presents an interesting
challenge from the DGGS perspective. To date no published implementations of DGGS
infrastructures have been integrated directly into Linked-Data Architectures. This presents
an opportunity for Loc-I to develop and publish the necessary architecture models to enable
this and for Loc-I be world leaders in the application of DGGS and LD technologies.
This section presents three proposed methods to integrate a DGGS into the Linked-Data
architectures being developed under the Location Index Project. All three methods could be
considered by data custodians/providers for implementation under LOC-I depending on their
business requirements. Figure 1 shows a schematic diagram showing how DGGS can be
integrated into the Linked Data architectures of Loc-I. Options 1 and 2 have already been
implemented at Geoscience Australia in the context of the initial ‘proof of concept’
demonstrator. Option 3 is proposed for consideration during later phases of Loc-I
development to ensure a scalable and robust operational infrastructure for Loc-I that is
capable of interacting with multiple DGGS instances simultaneously – without resulting in
massive file sizes for Loc-I triple stores and enabling a greater level of flexibility for potential
architectural changes in the future.

Figure 1 – Schematic diagram showing the difference methods of DGGS integration with the
Linked Data architectures of Loc-I. Options 1 and 2 have been implemented in the initial
proof of concept demonstrator. Option 3 is proposed for consideration during later phases of
Loc-I

Option 1: Tightly coupled DGGS Integration by Cell Index
In the tightly coupled scenario, during data ingest the raw input data file is physically broken
up into its individual observations (or groups of ‘chunked’ observations) which are stored
within each associated DGGS Cell. This is very much like constructing a relational database
with a table representing each DGGS Cell that can store all of the associated observations
from multiple input datasets.
Each cell can then be queried as a set of individual objects that contain different pieces of
information which can then be ‘fused’ together to conduct an analysis. Analysis would
involve querying the DGGS engine to identify a result set of DGGS Cells, which are then
interrogated to combine and integrate (and/or apply mathematical and logical functions to)
the data stored within each DGGS Cell.
This model of data integration via a DGGS is well suited to situations where the entire spatial
data infrastructure (from the backend data storage components to the frontend APIs and
User interfaces) is controlled by one, or a small number of organisations. However, in the
context of LOC-I this type of operational architecture is less than ideal.

Option 2: Loosely coupled DGGS Integration by DGGS Cell Index
In the ‘loosely’ coupled scenario, the ‘raw’ input dataset is not broken up into parts like the
‘tightly’ coupled scenario. The association between the data observations and DGGS Cell(s)
is achieved by ‘tagging’ the observations with the associated DGGS Cell Identifier(s).
Once the input dataset has been augmented with these ‘tags’ to DGGS Cells it is possible to
spatially integrate multiple datasets together by the associations of DGGS Cell indices. This
approach is very powerful because, once a dataset has been ingested into the DGGS
infrastructure, it removes the requirement of performing repeated spatial analytic and related
GIS processes in order to integrate and compare disparate datasets.
In the case where the data provider/custodian is unable to implement DGGS Cell indices into
their own data store(s) it is possible to create independent look-up tables within the Loc-I
infrastructure that can perform this DGGS association.
Within the Loc-I context the proposed data structure/schema enables and supports
integration of disparate datasets that are managed by different organisations across multiple
jurisdictions. This schema is represented by the Linked-Data Triple-Store. This is a much
simpler data schema to work with than a multi-column database table. Each row will
represent a single DGGS Cell index that is semantically linked with the other ‘linked’ features
of that observation.

Option 3: Loosely coupled DGGS Integration by DGGS Query
Loosely coupled by query method is based on a DGGS Query rather than a DGGS Cell
Index. It provides a highly flexible and dynamic method of applying DGGS capability across
multiple implementations simultaneously. Much like the ability to link multiple datasets/data
types under the LOC-I infrastructure, this approach to DGGS integration with LOC-I will
extend this idea to also include multiple instances of DGGS engines.
The advantage of this method is that each of data observations are related to a query rather
than to a fixed individual cell. The query can then return a set of DGGC cell indices at
appropriate levels of the DGGS hierarchy thus providing multi-scale integration of one or
more DGGS engines while minimising the infrastructure overhead to maintain these ‘links’
under LOC-I.
This option requires further research and development to prove the concept, , and will be
investigated under later phases of LOC-I as our understanding of the application of DGGS
technologies matures. More details regarding initial implementation concepts for this
approach are provided in Annexure B (B.3 - Standardising DGGS Query API’s).

Spatial Integration Workflows using DGGS
The concept of spatial enablement using DGGS is reasonably straightforward and will
generally follow these steps:
1. A DGGS engine is used (e.g. AusPIX) to map the observations of datasets (in many
cases these will be siloed data to a lesser or greater degree) to the cells of the
chosen DGGS engine. This only needs to be done once per observation and can
either be performed by the data custodian (on their data holdings) as a batch
process, or on the fly as part of a DGGS-centric data integration operation;
2. Having been mapped to the DGGS, by one of the above options, the data is now
“DGGS enabled” and can then be directly integrated with other datasets via a DGGScentric data integration operation.

Figure x: Workflow diagram showing the spatial enablement of “siloed” data (on the left)
using a DGGS to enable a DGGS-centric query operation to be applied to integrate these
data.
In the Loc-I context a DGGS-centric spatial integration operation could be achieved using
the following workflow design:
1. Define the spatial footprint of the query (e.g. some polygon or location with a search
radius etc…);
2. Choose the resolution range to query the DGGS hierarchy (e.g. Level 1 to Level 5 –
representing the 1st and 5th levels within the DGGS resolution hierarchy);
3. For a given spatial footprint (defined in step 1), the DGGS engine is queried to
identify and return the indices of the associated set of DGGS Cells within a given
resolution range in the DGGS hierarchy (defined in step 2); and,
4. Once the corresponding set of DGGS Cells are returned this set can be used to
query the data triple-store via a simple ‘sparkle’ query searching for observations with
a DGGS Cell index that is a member of the returned set of DGGS Cell indices from
step 3.

In the context of the Loc-I demonstrator implemented within GA this workflow has been
implemented and tested against the three defined linked datasets under the Loc-I project
deliverables (ASGS, GNAF, Geofabric) using the AusPIX DGGS. Scalability of this method
was also successfully tested against placenames and Digital Elevation Model (DEM)
datasets within GA. This demonstrated the flexibility of potential integration of a DGGS
engine with the Loc-I infrastructure across a wider set of datasets and data types without
requiring bespoke solutions for datasets outside of the initial Loc-I project deliverables.

A set of tools have been developed to assist with ‘tagging’ data with DGGS Cells and to
facilitate the transformation from original data formats to triple stores. These tools are

available from the AusPIX github repository (Geoscience Australia, 2019). As part of this
demonstrator, we have tested both the loosely and tightly coupled DGGS methods of
integration.

Figure xx shows a technology stack view of the DGGS - LD API data integration workflow.
LD API microservices are used to connect and provide access to individual data stores via
machine readable data formats. These LD-API microservices also enable data to be output
to the Data Integration API in multiple machine readable formats. The DGGS engine is
driven dynamically by both the Data Integration API and the LD-API microservices to “tag”
the data with the associated DGGS cell identifiers at an appropriate level of resolution within
the DGGS hierarchy - as required by the particular data integration use case.

Key Tools Developed to Deliver Loc-I
Tools and script developed for DGGS related workflows.
Introduction
With the worldwide development of DGGS into spatial integration and analysis of data,
Geoscience Australia has developed a set of tools that implement DGGS technology to
solve a range of data integration scenarios. This section briefly describes the tools and
applications developed by Geoscience Australia so far.

Tools and Applications
Linked data API’s
These API’s (Application Programming Interfaces) are built on API’s originally developed at
CSIRO. They have these functions and characteristics:
●
●
●
●
●

●
●

●

Written in python, java and HTML
Connects to a wide variety of queryable data sources (eg postgres, WFS, oracle,
RDF triple stores)
Connects to and reads in the source data for use in several API functions
Includes metadata vocabs and ontologies to be machine readable and fully
descriptive
Provides landing pages (webpages) for each piece of data. For example for the
National Composite Gazetteer, each placename has a web page with a map for that
place, and details about the classification of that place. Details on this page hyperlink
to the vocab and ontology pages that apply to that place, to the data custodians,
authorities and official status. This is human readable format.
The API also allows machine readable actions where data can be read and
discovered without direct human intervention.
Machine readable allows data to be search and discovered and downloaded in
several different formats. These formats can return information to the machine in
formats such as:
○ RDF triples for use in triple sores and query by Sparql scripts.
○ CSV files - a very common format used by data analysts for policy makers
○ JSON - dictionary formatting style very often used in machine to machine
interactions
○ other possibilities include shapefile – a handy spatial format (to be developed)
As machine readable API’s these are a vital link to the source data and can be used
by higher level API’s to collect data for integration and use at an information level (c.f
data level).

●

●

AusPIX has been integrated into some of these API’s to enable DGGS
interoperability at that level. This function uses spatial information in the source data
to calculate AusPIX cell id.
Examples recently developed include placenames and the AusPIX dataset.
○ Placenames is currently live at: http://ec2-52-63-73-113.ap-southeast○

2.compute.amazonaws.com/placenames-dataset/
AusPIX data set: http://ec2-52-63-73-113.ap-southeast2.compute.amazonaws.com/AusPIX-DGGS-dataset/

○

GA Sites, samples and surveys is based on a similar concept:
http://pid.geoscience.gov.au/

AusPIX engine
The AusPIX engine is the app that provides all the mathematical tools and functions to
operate a DGGS. The AusPIX engine was derived from the rHealPIX engine originally
developed by Robert Gibbs in New Zealand. It has been adapted and slightly modified to
work in our python environment and provides the engine we can call-on from the
development tools for data integration. AusPIX database API code is available at
https://github.com/GeoscienceAustralia/AusPIX_DGGS). Also a virtual database that can be
queried for any DGGS cell in the world to level 15 is available at this time at http://ec2-52-6373-113.ap-southeast-2.compute.amazonaws.com/AusPIX-DGGS-dataset/
with the code being available at https://github.com/GeoscienceAustralia/AusPIX-DGGSdataset

DGGS enabling tools
Many tools have been developed to engage with the AusPIX engine. These use the engine
and other software modules in python, html, java to derive the data-integration and dataoutputs required.
These tools are under development, but are being integrated into high-level user interfaces
and tools as components of workflows
Here is a list with brief descriptions of many of the tools so far developed:
1. point DGGSvalue
– calculates the DGGS cell zone for points
2. line_DGGSvalues
– calculates the DGGS cells zone for roads and rivers
etc
3. call_DGGS tool
– calculates the DGGS cells within a polygon
4. imagery DGGS tool
– future development to include imagery
5. whichPoly_is _DGGS_within – identifies the polygon a DGGS cell resides within –
can be
used to find all the datasets available at a given
DGGS
location
6. DGGS to Shapefile
– converts output to shapefiles

7. DGGS to csv
8. DGGS to ttl
9. DataCompare tool

– outputs to csv
– outputs as RDF triples
– compares two datasets and joins them spatially on
AusPIX id
-- reads data from triple store, CSV and JSON to

10. RDF_multidataset
integrate
11. Other APIs are being developed around the linked data API for example:
https://github.com/GeoscienceAustralia/placenames-dataset
a. this API reads the source data directly and provides web pages for each
feature (including links to metadata vocabs and ontologies)

Future tools to be developed:
1. tools to apply the DE-9IM topological model using DGGS technology
2. build more linked data API’s sets to be able to integrate a wide variety of data
3. tools to allow users to bring their own data to be integrated with standard and
authorised data
4. design two streams of tools, one that is as automated as possible, a second that
allows technical interaction and specific tweaking by the user for specialised outputs
5. higher level API’s that build off the API’s that are directly source data connected, and
function as data integration tools and dashboard interfaces

Examples:
A data integration workflow using DGGS

Introduction
This project represents a straight forward data integration workflow using DGGS. Satellite
imagery had been used to find irrigated areas across large parts of Australia over a series of
years. The question asked was “which cadastral parcels are these irrigation in?” This is a
common data integration problem, matching very diverse data sets to improve knowledge
and understanding.

Method
The AusPIX DGGS technology was used to answer this data integration question. No
specialist GIS software was used except for simple visualization of the source data and end
results.

This was the procedure:
1. Two data sets were used:
a. Shapefile polygons from Digital Earth Australia (DEA) that represented the
irrigated areas as detected from imagery. Three files representing three
years.
b. A Queensland cadastre dataset, also as a shapefile, representing land
parcels (at a particular point in time).
2. The data was visualised to determine its character and help decide the DGGS
resolution that would be of the most benefit to the project. This is normally a balance
between processing power on our local machine, and the resolution required to
properly represent the size and complexity of the polygon data. We chose a level 10
AusPIX DGGS.
3. Data sets were then “tagged” or “enabled” with DGGS cell ID’s. These cell ID’s are a
unique spatial reference to a part of the Earth’s globe. This was accomplished in
table form (and for visualisation, also converted to a shapefile). Tools developed and
utilised are:
a. AusPIX engine. Developed from previous DGGS work. (available at
https://github.com/GeoscienceAustralia/AusPIX_DGGS )
b. Tools designed around this engine that tag, integrate and visualise:
i.
call_DGGS tool – calculates the DGGS cells within a polygon,
ii.
point_DGGSvalue – calculates the DGGS cell id for points
iii.
lines_DGGSvalues – calculates the DGGS cells for roads and rivers
etc
iv.
whichPoly_is _DGGS_within – identifies the polygon a DGGS cell
resides in
v.
DGGS to Shapefile – converts output to shapefiles
vi.
DGGS to csv – outputs to csv
vii.
DGGS to ttl – outputs as RDF triples
viii.
Many other scripts to achieve particular outcomes
ix.
AusPIX database API (available at
https://github.com/GeoscienceAustralia/AusPIX-DGGS-dataset
x.
These tools are in the process of being built into user friendly APIs.
xi.
Other APIs are being developed around the linked data API for
example: https://github.com/GeoscienceAustralia/placenames-dataset
4. Having these AusPIX ID’s opens the door to many spatial functions that the AusPIX
engine capable of providing (e.g. cell boundary, cell centroid, cell area, hierarchical
parents and children of the cell, neighbours of the cell and so on). In this case we
used only the centroid (centre) of the DGGS cell to process the data integration
sequence.
5. Our aim is to add the land parcel information to the DEA polygons. This would allow
a particular irrigated area polygon to be identified as being in one or more land
parcels. The important thing is this, it opens the door to all the information about land
parcels and makes it available to irrigation satellite imagery dataset.
6. So the next step is to match on location. DGGS cell ID’s for each dataset are
compared. If a DGGS ID in the land parcels matches the DGGS ID in irrigated areas,
then the data can be integrated. This can be done using csv, Excel, python, FME or
any other preferred tool.

7. The final output displaying the integrated data could be a CSV, shapefile, triplestore
etc. This output would list the polygons in the DEA irrigated areas along with the
cadastral land parcel/s ID’s that are associated. A dataset DGGS comparison too has
been developed in python to quickly find common DGGS locations and integrate the
data before output as CSV, shapefile or RDF triples called DGGS integration tool.

Results
The method proved successful. Irrigation areas could be identified with land parcels.
In database terms, this data integration is a many to many. Occasionally, one land parcel
hosts a number of irrigation areas. At other times, one irrigation area covers many land
parcels. Sorting this out depends on the users end use requirements.

Conclusions
The DGGS technology used successfully applied the “everything happens in a place” rule to
integrate diverse these datasets.
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Annexure A: Some more Details on the Challenges
of traditional methods of Describing Location
Although it is possible to spatially enable data using any of the above methods of spatial
enablement. There are some challenges that both the more traditional methods of spatial
enablement (i.e. descriptive/semantic and position/geometry locations) present that can impact
on the ability to scale the Loc-I infrastructure to easily cater for challenges of Big Data.

A.1 Descriptive Based Locations
There are some significant challenges that descriptive based locations present to spatial data
infrastructures that lead to significant complexity for machines to be able to interpret these types
of locations even a fraction as well as a human can. Some of these include:
● Language - different languages (both from a linguistic and technical perspective) can
have different meanings and translations for a descriptive location that can
fundamentally change the way that location is interpreted.
● Context - without context a descriptive location is meaningless. In the above example,
without the additional context the description “The house on the hill” can be very
confusing and prone to misinterpretation. Which “hill”?; are there more than one house
on the hill?; from which starting/reference point is the term “the house on the hill” an
accurate description? Etc…
● Scale - descriptive locations are often “fuzzy” when it comes to scale. For example, the
descriptive location “Canberra” could be anywhere from Ford in the North to Tharwa in
the South and/or from Hall in the West to Hume in the East. And, as we pin these
locations on a map we are making arbitrary choices about what this location description
means. At national scales the above fuzziness is not observable, but if we were to zoom
in to a map of the ACT or even further to, say the Parliamentary Triangle, this fuzziness
becomes an issue that requires some (usually arbitrary) judgement on.
We humans are reasonably well equipped with a brain that is good at fuzzy reasoning - we do it
constantly to interpret the world around us as our reality; often with significant gaps in the
information that our brains receive and then “fill-in” to enable us to perceive a reality that
appears complete.

A.2 Position & Geometry Based Locations
The use of position and geometry representations for location have underpinned much of the
GIS and geospatial industry since the 1950’s. And, while this has been proven very successful
in providing a machine readable way of digitising geospatial data for use in GIS applications
there are some significant challenges that are becoming increasingly problematic as we mature
into the world of Big Data. These challenges include:
● Coordinate Reference System (CRS) differences and incompatibilities.
○ While data, and the coordinate locations of observations contained within, can be
defined and represented in many different CRSs, in order to perform seamless

●

●

●

data integration it is often a requirement for all data to be represented using the
same CRS. For small volumes of data (or for small localised regions of interest
for data integration) this is not an issue and it is common practice to choose a
common CRS for analysis and transform all data to that CRS to perform data
integration and analytic operations. This approach is not scalable and creates
significant additional computational workloads and bottlenecks as we increase
either, or both, the scale of our region of interest (e.g. from local to continental)
and the volumes of data we are dealing with (e.g. from megabytes to petabytes).
Dynamic Datums.
○ Dynamic datums pose a significant challenge to the integration of spatial data
using position and geometry descriptions for location. This is a result of
incompatibilities of existing software to properly describe and encode the
“coordinate epoch” information necessary to correctly associate the locations of
features with the associated coordinate realisations at the time of measurement.
Many geospatial software tools currently don’t facilitate the encoding of
“coordinate epochs” in the metadata records - let alone have the CRS definitions
encoded to appropriately transform between epochs - even within the same
CRS. Work is currently being led through the Open Geospatial Consortium and
International Standards Organization to address this; however, there is currently
a lag between the standards development activities and software
implementations.
○ Historically this has not been so much of an issue, with epochs being updated
once every 5 years. However, the requirements to define coordinates accurately
to sub-centimetre levels of precision the time window between updates of the
datum are set to reduce to the order of 1 day. This means that, for high precision
data, measurements across even 2 or 3 days will require encoding separate
datum epochs.
Planar Geometries.
○ Most current GIS and geospatial software (including spatial extension packages
to databases such as PostGIS and Oracle Spatial) implement planar geometry
based algorithms to work with spatial geometry features. This is acceptible at
small/local scales, but rapidly becomes problematic as the size of the geometry
features in question become large (e.g. a SA1 in Sydney vs one in the middle of
Australia).
○ If one is performing spatial analytics and area based statistics on large geometry
objects, say the entire Murray-Darling Basin, using planar mathematics (as
currently encoded in most GIS software packages) it is possible (even likely) that
the use of planar geometry operations will lead to errors and uncertainty in the
results.
Numerical Precision of coordinate representations.
○ The level of precision used to describe the coordinate locations of points and
geometries adds to the level of uncertainty to which the location of a feature can
be defined.
○ However, the issues that this raises are more related to the appropriate use of
data rather than whether or not a machine can interpret and apply algorthims to
the data.

Annexure B: An Overview of Discrete Global Grid
Systems
B.1 What are Discrete Global Grid Systems?
A Discrete Global Grid System (DGGS) is a spatial reference system that uses a hierarchy of
equal area tessellations to partition the surface of the Earth into grid cells or their analogous
lattice points. In this way, information recorded about phenomena and observation
measurements at a location can be easily referenced to the explicit area of the associated cell,
integrated with other cell values, and provide statistically valid summaries based on any chosen
selection of cells. In order for a grid based global spatial information framework to operate
effectively as an analytical system it should be constructed using cells that represent the surface
of the Earth uniformly. With equal area partitioning, spatial analyses can be replicated
consistently anywhere on the Earth independently of resolution or indeed scales.

The Open Geospatial Consortium’s Abstract Specification: Topic 21 (Purss, et. al. 2017)is the
first international standard that specifies the design and implementation of consistent and
interoperable DGGS infrastructures. Under this standard, OGC DGGS implementations are
described as polyhedral reference systems on the surface of a base unit polyhedron’s
circumscribed ellipsoid/spheroid that represents the surface model of the Earth. The base unit
polyhedron’s location and orientation is defined in Earth Centred Earth Fixed (ECEF)
coordinates. The initial equal area tessellation of the chosen ellipsoidal Earth model is achieved
by scaling a unit polyhedron of defined orientation until its vertices all touch the
ellipsoid/spheriod and connecting adjoining vertices with arcs selected from the set of permitted
arcs (the simplest of which are geodesic, small circle or small ellipse arcs). Appropriate
differential scaling is applied to the unit polyhedron to ensure an equal area initial tessellation on
the surface model of the Earth. Figure 21 illustrates their simplest form using a regular spherical
polyhedron with a spheroidal circumscribing ellipsoid and geodesic arcs. Small circle arcs are
typically used to construct arcs along lines of latitude for both ellipsoids and spheroids. Both
small circle and small ellipse arcs are formed from the intersection of a defined plane with the
ellipsoid, and in that sense, they can be considered (from a topological perspective) equivalent
to the ‘straight’ lines of 2D cell boundaries.

Figure 2 – Regular polyhedra (top) and their corresponding initial equal area tessellation
(bottom), (a) tetrahedron, (b) cube, (c) octahedron, (d) icosahedron and (e) dodecahedron.
[Mahdavi-Amiri, et. al., 2015a, Fig 2]

Existing spatial reference systems (e.g. ECEF [Earth Centered Earth Fixed], WGS 84 or Web
Mercator) build grids from projected Cartesian or ellipsoidal coordinate axes. Rectangular planar
grids are typically formed by establishing a set of regular ticks on a pair of linear axes with grids
cells being formed by the intersection of straight lines drawn normal to the ticks on each axis.
Analogous construction techniques can be used to create triangular or hexagonal grids. The
properties of grids built this way arise from the premise of planar geometry and not the curved
geometry of the surface of a sphere or ellipsoid. While these properties hold true at local scales,
in curved geometries they increasingly fail at progressively larger regions of interest (see Figure
3). Take for example the assumption that a grid cell’s geometric properties are independent of
its size or resolution – which is implicit in constructing sets of planar aligned (or ‘nested’) 10m,
30m and 90m grids. As shown in Figure 4, a 90m square cell formed from nine 30m square
child cells has the following properties:
a) It is also square;
b) Its edges are three times the edge length of its 30m child cells, which in turn all are
three times the edge length of their 10m child cells;
c) Its interior angles are all right angles and identical to the interior angles of all of the
child cells;
d) Its edges follow the shortest linear path between neighbouring cell vertices; and,
e) The angles or bearings from centroid to centroid between cells are preserved
irrespective of the direction of travel.

Figure 3 – Comparison of a grid (in this case radial) represented on both (a) curved
and (b) planar surfaces. With increasing distance away from the point P there
is an increasing deviation between the two representations of the grid
[Mahdavi-Amiri, et. al. 2015b, Fig. 15; Schmidt, et. al. 2006, Fig. 3].

Figure 4 – planar square grid with nested child cells – the red and yellow cells have
identical geometry, and in each case the geometry is also shared with all other
cells of the same size.
On a curved surface, however, this is never the case, and yet we often make the same
assumption; that all cells are geometrically identical in, for example, a country, or continental,
wide mosaic comprising many datasets stitched together (e.g. satellite image mosaics).
Consequently, under this paradigm assumption, choosing a fixed cell size for a global grid
whose cells represent equal areas and seamlessly fit the earth’s surface is therefore

problematic. When this is required, conventional spatial standards enforce latitude-longitude
axes to be used and these grids are therefore described in these spherical coordinates. But the
cells of these types of (equal-angular) grids do not have the same properties of planar grids.
Figure 5 shows a similar consideration to that of Figure 4, only the grids are constructed using
spherical instead of planar Cartesian coordinates. In this scenario, the largest (parent) cell does
not necessarily have the same shape or internal angles as the child cells. Also, its edges do not
follow the shortest linear path from corner to corner. Bearing directions between cell centroids,
however, are preserved in both planar and curved geometry spaces.

Figure 5 – a) square grid on a portion of a sphere with nested child cells (projected
from the planar grid shown in Figure 4), b) Lat-long (equal angular) grid, the
red cell is 30o x 30o and has nine 10o x 10o child cells (the central child cell is
shown in yellow). The geometries and spatial properties of each cell on curved
grids are not shared as they are in the planar grid.

In an attempt to address this dichotomy, conventional spatial standards therefore, support either
small locally well-behaved planar grids or global grids that preserve bearings and angular
lengths, and do not preserve area; but not both at the same time. The OGC DGGS standard fills
this gap by providing a formal specification for area preserving reference systems based on the
surface model of the Earth that respect the accuracy and precision of spatial data at all scales
from local to global. These systems use a hierarchical tessellation of the entire Earth to
produce equal-area grids. Error! Reference source not found.Figure 65 shows two examples.
The underlying geometry of the cells and the topological relationships between neighbouring
cells can be used to define globally unique identifiers (GUIDs) for the cells at any resolution.

Figure 6 – Tessellations of the Earth to equal-area cells. Left: Triangular cells. Right: Hexagonal
cells with twelve pentagonal cells at the vertices of the initial tessellation

Planar grids are formed from the pairs of axes each with regular ticks corresponding to the cell
dimension, facilitating a simple topological referencing schema for each cell (usually via a matrix
style index for each cell along the axes of the grid – i.e. rows and columns for a 2D grid). With
DGGS, we introduce a more sophisticated set of cell referencing schemas; such as, space filling
curves that traverse all the cells in a manner that is functionally equivalent to the axes but
produce a single axis which has a far more localised association between individual cells and
their neighbours along the axis/path. As shown in Figure 7, cell indices are assigned to cells
along the path of the space filling curve. These indices together with the geometry of the space
filling curve carry the metrics of the curved surface and the topological relationships between
neighbouring cells. The cell indices are explicitly treated as GUIDs.

Figure 7 - Using Morton space filling curve for defining labels of 4x4 square cells. (after
[Mahdavi-Amiri, et. al. 2015, Fig. 25])

B.2 DGGS are Not Just for Raster Data
With conventional spatial data infrastructures we commonly associate ‘grids’ with raster/image
datasets - the Digital Earth Australia infrastructure is a great example of such a ‘grid’ based
infrastructure being successfully used to manage, interrogate and derive value added
interpretive products from raster/imagery data. However, DGGS are not conventional
infrastructures. While their name aptly reflects the nature of their construction (I.e. a discrete,
globally consistent, multi-resolutional grid system), DGGS are not limited to working with raster
data only.

Because DGGS infrastructures abstract the spatial information associated with location into
equal area atomic structures (I.e. the DGGS cells) that are referenced by a unique identifier
(rather than via the triangulation of spatial coordinates) it is possible for them to operate in a
very similar way to conventional database infrastructures. In other words, you can query and
apply mathematical and logical functions to the cells of a DGGS purely by reference to the cell
ID; instead of via the somewhat more complicated ‘vector’ operations required to perform spatial
analytics using conventional GIS approaches.

Since a DGGS operates more like a conventional database infrastructure instead of a
conventional GIS-based spatial data infrastructure it is possible to treat each DGGS cell as a
‘bucket’, or even a database table, that is structurally related and linked to its parents, children
and neighbouring DGGS cells. This expands the operational possibilities of DGGS
infrastructures to also be suitable for use with both vector (e.g. points, polylines and polygons)
and raster (e.g. grids and image datasets) data (see Figure 8).

Figure 8 – representation of points, polylines and polygons in a DGGS. This can be done in either a tightly, or loosely
coupled fashion. In the tightly coupled approach data is stored within DGGS cell objects either as “Data
Cells” (where one observation is stored per cell) or as “Data Tiles” (where many observations are
aggregated and “clipped” to an individual DGGS Cell). In the loosely coupled approach DGGS cells are
mapped to the observations/features either as “Coordinates” (where DGGS Cell ID’s are mapped to
control points of a feature - e.g. the nodes of a polyline) or “Tags” (where DGGS Cell ID’s are mapped to a
coverage defined by a feature - e.g. a polygon).

Figure 9 shows an example of how a DGGS can help to bridge the “vector-raster” divide. This
divide is a consequence of computational infrastructure choices in the 1950’s (heavily
influenced by the capabilities of computational technologies at the time). As a result, we have
created significant barriers to both the scalability of and interoperability between spatial data
infrastructures. If we wish to store a rich set of semantic information with spatial data we
typically store it as ‘vector’-type data – at the cost of computational overheads to perform spatial
data analyses on this data. If we wish to leverage the computational efficiencies that grid
architectures present to us, we typically store the data (or a modelled/interpolated
representation of the original data) in a raster/grid structure; but with the significant limitation to
the amount of semantic/feature rich information we can store within that structure. A DGGS
presents as a technology that enables the best of both worlds. It is possible to store feature-rich
vector and raster data inside a DGGS and leverage both the semantic richness that vector data
structures provide and the computationally efficient operational capability that array processes
provide.

Figure 9 – Schematic diagram highlighting how DGGS infrastructures are capable of bridging
the “Raster-Vector” divide.

B.3 Standardising DGGS Query API’s
DGGS are a disruptive technology that are gaining an increasing level of interest across many
areas of the geospatial sector. While the OGC DGGS Abstract Specification defines the core
structural and functional elements required to build interoperable global grid systems, there
remains a gap in the international standards space regarding the web query interfaces that will
enable this inter-DGGS interoperability. This is now an active area of international interest and
collaboration and there are a number of infrastructure and standards development projects that
are either underway or in the scoping stage; such as, The Canadian Geospatial Data
Infrastructure (CDGI) Initiative and an initiative under the OGC DGGS Standards Working
Group to define standard interfaces for a DGGS Query API, following the Open API architecture
model.

There is an opportunity for LOC-I to take a lead role in driving this discussion in terms of the
integration of DGGS technologies with Linked Data architectures. This will be particularly
relevant to exploration and implementation of a flexible and robust DGGS Query interface to the
LOC-I infrastructures (briefly described above in Spatial Integration Workflows using DGGS).

From a systems engineering perspective implementing and standardising a set of DGGS Query
interfaces will improve the robustness of the overall infrastructure, compared to integrating on
‘hard’ DGGS Cell Indices (which can vary from DGGS instance to DGGS instance). By storing
each individual DGGS Cell index as a record in the triple store it is conceivable that as the suite
of datasets authorised for used under LOC-I grows, so too will the size of the respective triplestores until they are potentially at an unmanageable size. For an enduring infrastructure this is
an issue of sustainability that will need to be properly addressed by LOC-I (irrespective of
international collaborations).

One way to both minimise the number of additional records that need to be appended to the
triple store(s) and increase the system resilience to DGGS infrastructure changes is to store a
“Well-Known-Text" (WKT) string representing a DGGS query instead of the query result (I.e. the
DGGS Cell index). This approach could very easily be implemented into the structure of a triplestore and, if the query string is appropriately structured, it will work equally well regardless of
which DGGS engine is implemented within the LOC-I Infrastructure and/or whether at some
future date a decision is made to replace one DGGS engine with another one.

Such a WKT DGGS query string might look something like:

DGGSQuery = “DGGSEngine=<link to DGGS engine
implementation>;res_min=’5’;res_max=’15’;footprint=<search region polygon>”

- where:
·

DGGSEngine = a link/url/reference to a particular DGGS
implementation (e.g. a link to an AusPIX DGGS instance running on
an AWS cluster);

·

res_min = The minimum/lowest resolution to query the DGGS for
cells;

·

res_max = The minimum/lowest resolution to query the DGGS for
cells;

·

footprint = some form of representation of a spatio-temporal footprint
to conduct the spatial query of the DGGS for corresponding DGGS
cells.

While this approach is more resilient to infrastructure changes and will lead to much more
compact and sustainable storage architectures, it will likely lead to an increased computational
work load in order to interpret and action the query string. This is because instead of a simple
value lookup the process would involve an additional computational step of sending this query
to the specified DGGS implementation and then for that DGGS engine to action the query
before a set of corresponding DGGS cells are returned. The efficiency of this process and
approach in comparison to loosely coupling the DGGS based on cell indices will be a key
aspect of this research work. And, this is why this concept should be investigated during later
phases of Loc-I.

B.4 The Impact of Dynamic Datums on DGGS
Dynamic Datums, and the requirement to fully describe and encode the “coordinateEpoch”
information associated with a Dynamic CRS (e.g. WGS84 or ITRF) is an issue that is affecting
the spatial industry as a whole. Consequently, there have been concerns raised regarding the
flow-on impact of this on DGGS. This is a topic of active discussion and debate in the
international standards communities, including the wider international DGGS community.
All spatial data infrastructures need to be mindful of the implications of dynamic datums and,
most importantly, how to properly encode and use the velocity information that they contain.
However, this is less of an operational issue for DGGS infrastructures. This is because, unlike
many conventional SDIs (that are often built from the perspective of the data that they will
contain), a DGGS is defined as a fixed reference frame that is tied to the underlying spatial
reference frame that is used to define the reference model of the Earth. This is in most cases
Earth Centred and Earth Fixed relative to free space. In other words, a DGGS reference frame
does not move in space or time.

There is currently active discussion within the international DGGS community as to what this
means in terms of the linkage between the coordinate space of an evolving and dynamic CRS
(one that is constantly being updated to accurately reflect the effect of tectonic plate motion on
the features we observe on the Earth’s Surface) and the cells of a DGGS. For those concerned
about their features being associated with the same DGGS Cell for all time it will be important to
perform a CRS transformation of their data into a common Dynamic CRS Epoch and then “tag”
those transformed coordinates to the associated DGGS cell. However, for those who want to be
able to directly map and observe the tectonic movement of features over time there is no
additional requirement. Data can be associated with the cells of the DGGS at any epoch.
Particularly at fine DGGS resolutions this will mean that repeated observations of features will
migrate from DGGS Cell to DGGS Cell over time as the feature moves.
However, from the DGGS infrastructure’s perspective it makes no difference which way one
chooses to associate data to it. And, if the full dynamic CRS information (including the
coordinateEpoch) is stored with the data then all of the necessary information is available for the
user to “align” spatial data for particular analyses (such as the pixel drilling operations of the
Digital Earth Australia) either before/during ingest into the DGGS environment or as part of the
analysis of data returned from a DGGS query.

Annexure C: Current Status of the DGGS Proof of
Concept Demonstrator for Loc-I
Work to integrate DGGS into the LOC-I system architecture has already begun; with initial
investigations leading to very positive indications of both the viability and ease of integration of
DGGS technologies with Linked Data architectures. This annexe will provide an overview of
some of the key activities Geoscience Australia have been undertaking and some early
outcomes towards achieving this goal.

C.1 Rationale for selecting rHealPIX as the DGGS Engine for the
Loc-I Demonstrator
The rationale for the decision to use the rHealPIX DGGS engine for the LOC-I Demonstrator
includes:
●

●

rHealPIX is a DGGS engine defined on the ellipsoid model of the Earth, rather than a
spherical proxy model. This provides for a simpler data ingestion workflow in order to
assign spatial observations to specific DGGS cells.
rHealPIX is a DGGS engine derived from a cube as the base polyhedron. This produces
mostly square-like cell shapes; which, for many users – who are accustomed to working
with images and spreadsheets (i.e. rows and columns) – are easier to conceptualise
than triangular or hexagonal styles of DGGS.

●

●

rHealPIX is available as an open source python software library (<ref to AusPix github
repo>). This is both a good technology fit for the rest of the Location Index technology
stack and minimises concerns of vendor lock-in that a commercial DGGS infrastructure
might present. It also provides an easy opportunity for further enhancements and
additional functions to be included/published to the rHealPIX software library resulting
from lessons learned during the early phases of the LOC-I project
The use of rHealPIX presents a useful opportunity for further technical collaboration with
the New Zealand government as they develop their own type of Location Index
infrastructure.

C.2 Extending the rHealPIX DGGS Engine
In order to implement the AusPIX DGGS engine to meet the needs of LOC-I it was necessary to
extend the suite of query and visualisation tools that are available natively in the rHealPIX
DGGS software. Initial extensions that have been developed include:
1) Outputting DGGS cell parameters to multiple file formats for visualisation using
standard GIS software packages. Initial output formats implemented include:
a.

Comma Separated Vector (CSV) format; and,

b.

ESRI Shapefile format

2) Mapping irregular polygon geometries (e.g. Mesh Blocks) to DGGS Cells (see Figure
10);
3) Identifying the appropriate minimum DGGS Cell resolution(s) for data using spatial
uncertainty information on a per observation basis.
4) Identifying the best fit ‘pyramid’ of DGGS cells within a polygon for a given range of
DGGS resolutions (see Figure 11 & Figure 12).

These tools and the AusPIX source code have been registered to the following github repository:
https://github.com/GeoscienceAustralia/AusPIX_DGGS.

Figure 10 – Example of mapping an irregular polygon geometry to the AusPIX DGGS. This
example is the Belconnen, ACT SA2 mesh block mapped to AusPIX DGGS cells at level 10.
The DGGS cell boundaries and centroids are shown.

Figure 11 – Example of DGGS Cell pyramid coverage of a polygon. This example geometry is
the Broken Hill, NSW, Local Government Area showing the centroids of the DGGS Cells

contained within the boundary of the polygon. The central portion of the polygon is defined by
parent cells (i.e. lower resolution DGGS Cells).

Figure 12 – Example of DGGS Cell pyramid coverage of a polygon. This example geometry is
Mud Island, QLD, showing the centroids of the DGGS Cells contained within the boundary of
the polygon defining the island extents. The central portion of the island is defined by parent
cells (i.e. lower resolution DGGS Cells).

C.3 Building Triple Store Databases for Prototyping DGGS
Integration
Independently from the LOC-I Project Geoscience Australia has been collaborating with CSIRO
to investigate methods to encode and publish its geoscience datasets as Linked Data
resources. Under the LOC-I project we have tapped into this knowledge base for guidance on
encoding prototype versions of the LOC-I deliverable datasets (ASGS, GNAF, Geofabric). The
intention was to encode examples of these datasets as local Triple Store databases following
Linked Data best practices and then to investigate and trial methods to integrate a DGGS (or
references to one) into these databases.

To date local triple store databases have been created for ASGS, GNAF, and Geofabric

Datasets. In addition, triple store databases have been created for the Placenames, DEM and
population datasets to facilitate and demonstrate the ability (and benefits) of using a DGGS as
the spatial data integrator within a Linked Data context.

C.4 Integrating AusPIX with Triple Store Databases
As discussed in Section 5.2, both the tightly coupled (see 5.2.1) and loosely coupled (see 5.2.2)
DGGS integration, based on DGGS Cell indices, have been successfully prototyped for the
LOC-I Demonstrator. Figure 13 shows and example of how a “loosely coupled” reference to
AusPIX can be inserted into a triple store. Figure 14 and Figure 15 show examples of, once
‘tagged’ to a DGGS, a set of different and independent datasets can be linked via the DGGS
Cell Identifier.

Figure 13 – Example workflow to convert data from some “raw” data format into a spatially
enabled Linked Data resource. This example also shows how a reference to a DGGS Cell can
be inserted into the standard triple store structure.

Figure 14 – Example of the use of DGGS Cell indices as the link between two different types of
datasets. The left-hand dataset is a DEM from Shuttle Radar data. The right-hand dataset is
population statistics from ABS. The DGGS Cell Indices are the key to linking these two datasets
without requiring additional spatial analytics to spatial group the data together.

Figure 15 – Example of linking different datasets using DGGS Cell indices as the primary key.
Dataset a) is Placenames data with a DGGS Cell identifier added to the feature set. Dataset b)
is a DEM dataset, and dataset c) are ASGS SA1 mesh block data.

C.5 Future Work
Future work and extensions planned for AusPIX and its integration into LOC-I infrastructures
include:
1)

A tool to map images/rasters (as whole images, tiles or individual pixels) to DGGS cells

2) A tool to automate the creation/augmentation of triple stores or linksets with references
to DGGS cell indices.
3) Implementation of an AusPIX instance ‘on the cloud’ (most likely via an AWS cluster
resource – yet to be determined)
4) Development and Testing of DGGS implementation via a generic DGGS Query instead
of ‘hard coded’ index references.
5) A web enabled front end API/portal to demonstrate the spatial enablement of LOC-I
datasets using DGGS as the spatial integration engine.

Paper 3: The Loc-I Roadmap
Characteristics of Spatial Data Enablement
Characteristic
Non-Spatial

Criteria
●

Textural data

Geospatial

●
●

Spreadsheets
Legal documents

●
●
●
●

Georeferenced data
Point datasets
Vector datasets (e.g. cadastre, geofabric, LGA’s, etc…)
Raster datasets (e.g. airborne and satellite imagery/Earth
Observation data)

Linked Data
Loc-I

Loc-I Development Phases
Phase 1

Phase one will deliver a working prototype to demonstrate how a functional
Location Index can be used to improve the ability to accurately and consistently
analyse and interrogate location data. A set of guidelines outlining how data
should be ‘spatially enabled’ will accompany the prototype to support users in the
analysis and interpretation of the newly combined datasets.

Phase 2

Phase two will build on findings from Phase One and deliver a refined and more
robust prototype and supporting governance to support a positive user experience,
easy access.

Phase 3

Phase three will extend the Loc-I infrastructure towards a more operational focus
and add to the datasets and geometries that have been fully described during
Phases one and two.

Phase 4

Phase four will focus on completing the establishment of the Loc-I Governance
Framework, refining the communication and education programs and extending
the stakeholder base to build on the multi-jurisdictional capabilities of Loc-I

Next Steps

